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ABSTRACT
Due to the limited traditional input possibilities of mobile
devices, camera-spotted hand and finger gestures are a novel
promising interaction technique for today’s smartphones. In
this paper, we investigate suitable visual fingertip detection
approaches for real-time execution on state-of-the-art mobile devices. We present fully functional prototypes utilizing
two skin color detection approaches and two fingertip locating methods based on the detected skin regions. Further, we
report on a detailed evaluation regarding the robustness and
performance of the introduced methods under varying illumination and background conditions. The evaluation gives
promising results for the applicability of the presented approaches for both indoor and outdoor scenarios.

Categories and Subject Descriptors
H.5.2 [Information Interfaces and Presentation]: User
Interfaces—Input devices and strategies, Interaction styles;
I.4.9 [Image Processing and Computer Vision]: Applications

General Terms
Algorithms, Design, Human Factors

Keywords
Finger detection, mobile computing, computer vision, HCI

1.

INTRODUCTION

Only recently, so-called Natural User Interfaces (NUIs)
reached the mass market. In contrast to traditional user
interfaces relying on peripheral input devices such as keyboards and mice NUIs allow for a more intuitive and direct
communication with computers. Typical technological enablers for NUIs include the recognition of human speech and
the detection of body movement or free-air fingers. While
today advanced speech recognition engines are available for
mobile devices and several home entertainment sets and
gaming consoles support the control through body gestures,
work on the visual recognition of finger gestures in the mobile context is scarce despite its manifold potential applications.
Such mobile gestural interfaces based on the detection of
the user’s fingertips open a wide range of innovative use
cases (cf. [2]). Promising examples include vision-based implementations of so-called “back-of-device” interaction, al-

(a) Back-of-device input

(b) Object interaction

Figure 1: Mobile fingertip detection enables several
novel interaction scenarios [2].

lowing for user input from the usually unused back side of
the mobile device. Figure 1(a) shows a demo application
where user interface elements can be “touched” from the
backside via the built-in camera. Another use case is the
interaction with objects, either with virtual ones in mobile
Augmented Reality scenarios such as depicted in Figure 1(b)
or real ones, e.g. to select buildings or billboards by pointing
at them.
However, the technical realization of a suitable fingertip
detection engine considering the limited hardware resources
of mobile devices is challenging. An optimal solution should
be highly robust to different illuminations and contrasts
without relying on colored markers and should guarantee
real-time performance for enabling compelling interactive
applications. To give concrete statements on the robustness and performance and thus to provide guidelines for the
selection of a suitable approach this paper presents an empirical evaluation of different fingertip detection techniques
for real-time execution on mobile devices.
The remainder of this paper is structured as follows. Section 2 gives an overview of related work in the field of (mobile) finger detection and its applications. In Section 3 we
introduce different approaches for visually detecting fingertips on a smartphone. We describe our evaluation methodology including the prototype implementation in Section 4
and present our study results in Section 5. Finally, we draw
conclusions in Section 6.

2.

RELATED WORK

Using digital cameras to estimate the pose of the user’s
hand has been researched for a wide range of applications [6].
For complex scenarios methods for recovering the full kinematic hand structure [20, 22] have been proposed. However,

these methods are in general not portable to mobile devices
due to their computational complexity. The hardware restrictions of mobile devices call for simpler methods which
provide a partial pose estimation that is suitable for specific
tasks (e.g. fingertip detection).
Visual detection of the fingertips has been used for various
application areas including sign language recognition [18],
human-robot interaction [23] and augmented reality [19]. A
commonly used methodology is to define a simple fingertip
model and compare the model to image patches in a running
window. This process can be either applied to the binary
masks obtained from a previous hand segmentation step or
directly to the original color images. For the former case
the model describes the shape whereas in the latter case
the model describes the appearance (e.g. color) of the fingertips. For shape description circular masks [10, 15, 19]
have been proposed to encode the half-circular shape of fingertips. Cinque et al. [4] propose a hybrid method that
uses an elongated shape model and a color-based appearance model. Yin and Xie [23] first estimate the center of
mass of the segmented hand and subsequently find reasonable finger positions by analyzing the binary profile of circles
around the center of mass with different radii. As alternatives to running window detection methods, border tracing
with maxima detection of local curvature [11, 13, 14, 18] as
well as skeletonization [1, 5] have been proposed.
The method most similar to our work in terms of the application scenario has been proposed by An et al. [1]. They
use the rear-facing camera of mobile phones to detect fingertip gestures. However, in their use case the finger is placed
near to the camera so that only the upper part of the finger is visible which makes the task substantially easier, as
the object to be detected is much larger in the image. In
contrast, our method is designed to detect the fingertips on
the fully visible hand. Hürst and van Wezel [8] evaluate the
usability of potential gesture-based interaction techniques in
the scope of mobile Augmented Reality applications. However, their application prototype relies on colored markers
attached to the user’s fingertips to facilitate the detection. A
related marker-based prototype for mobile gesture detection
was introduced in the project 6th Sense [12] for interacting with content projected by a wearable pico projector. In
our own previous work [3] we compared different detection
approaches for skin color on mobile devices and presented
preliminary performance results. However, actual fingertip
detection was not considered and no in-depth performance
evaluation was given. One of few commercial products in the
field of mobile gestural interaction is eyeSight [7], which is
however limited to motion gestures performed by the user’s
hand in front of a camera.
None of the mentioned work in the field of mobile markerless fingertip detection give detailed information about robustness of the methods under varying lighting conditions
or actual runtime performance on mobile devices.

3.

DETECTION APPROACHES

For visually recognizing a finger gesture two consecutive
processing steps are necessary: skin color segmentation and
the actual fingertip detection. We present two different approaches for each step in the following subsections.

3.1

Skin Color Segmentation

Initially the foreground skin elements have to be separated

from the background. Pixel-based skin color detection is a
computationally lightweight approach and therefore suitable
for the limited hardware resources of mobile devices. We
decided to test two different approaches: One uses explicitly
defined skin color regions, the other one measures the user’s
skin color for calibration and uses histogram backprojection
[21] for the skin color detection.
The explicit skin region for the first method was taken
from Peer et al. [17]. According to their approach a pixel is
classified as skin if the following conditions are met:
R > 95, G > 40, B > 20
max(R, G, B)−min(R, G, B) > 15
|R − G| > 15, R > G, R > B
OR
R > 220, G > 210, B > 170

(1)

|R − G| ≤ 15, R > B, G > B
R, G and B are the red, green and blue color components
in the range [0,255]. The upper part of the equation detects
skin color at uniform daylight illumination, while the lower
part works for skin color under flashlight or (light) daylight.
An explicitly defined skin color region is not adapted to
concrete light conditions and the user’s skin color during operation. Hence it has to be general enough to fit most conditions and skin colors, otherwise it will fail under changing
conditions. A widely spread skin region will lead to vague
constraints and thus may lead to misclassified non-skin elements in the background.
To reduce the number of misclassified non-skin elements
in the background the used skin region has to be adapted
to the actual light conditions and user’s skin color during
use. This can be achieved by measuring the user’s skin color
under actual light conditions in an initial calibration step.
The measured skin color is then saved in a three-dimensional
color histogram. In our implementation the user has to move
his hand to a predefined image region marked with a border within the initial calibration phase. The histogram of
this region is then calculated over the next 40 video frames
(about 1-2 seconds). Histogram backprojection [21] can then
be used to calculate the skin color probability for each pixel
within the captured frames. The probability is calculated
by matching the color values of the pixel to the respective
bins of the learned histogram. If the probability exceeds a
defined threshold the pixel is classified as skin color. For
the histogram we used the HSV color space which separates
color values into hue, saturation and lightness (value). From
empirical tests an optimal bin number of 30, 6 and 6 has
been determined for hue, saturation and lightness respectively (for original color resolutions of 180 for hue and 255
for saturation and lightness).

3.2

Fingertip Detection

Having identified the skin elements in the current frame,
the position of the fingertip needs to be determined. A typical pointing gesture is described by a closed hand with only
the index finger extended upwards. To detect the fingertip
of the extended finger we want to evaluate again two different approaches. Both methods search for the fingertip on
the contour of the largest skin region. We assume that the
contour enclosing the biggest area is the user’s hand. This
assumption is only correct if there is no other bigger skin re-
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Figure 2: Skin regions (pink) detected by the presented histogram backprojection approach for all six tested
scenes.
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Figure 3: Skin regions (pink) detected by the presented RGB thresholding approach for all six tested scenes.
gion within the image. Since the user’s hand is usually close
to the camera, this assumption is reasonable. However, the
detection critically depends on the skin color segmentation
of the previous step. Misclassified objects in the background
as well as not detected skin color elements could negatively
affect the success rate.
The first fingertip detection approach searches for the topmost point (i.e. highest y value) on the contour of the hand.
This approach obviously only works if the finger is extended
upwards and fails if the finger is extended sidewards or downwards. The second approach searches for the point on the
contour of the hand which is most distant from its mass center. To compute the mass center the moments of the contour
have to be identified first. Moments are statistical measures
of an image region or in our case a contour which are often used for pattern recognition (see for example Hu [9]).
Equation 2 shows the computation of these moments for
discrete images where x and y are the coordinates of the
image and I(x,y) returns 1 if the point lies on the contour
of the hand and 0 otherwise. Equation 3 is used to compute
the mass center. Thereafter the Euclidean distance between
each point of the contour and the mass center is computed.
The most distant point is defined as the user’s fingertip.

sented methods. The scenes were chosen due to their different illumination settings (including indoor and outdoor
scenarios) as well as different background situations (simple
versus cluttered, various colors). The videos were recorded
with the built-in camera of the smartphone mentioned above
at a frame rate of 15 frames per second. Each video consists of 200 frames. One frame was taken from each video to
compare its segmentation for each approach with a manually segmented image which is defined as the ground truth.
The ground truth image was labeled by hand marking the
skin elements within the image.
The four statistical measures recall (4), precision (5), F score (6) and F0.5 -score (7) were used to measure the robustness of the algorithms. All four measures return values
between 0 and 1 with 1 being the best result.
recall =

true positives
true positives + f alse negatives

precision =

true positives
true positives + f alse positives

F =2·
mpq =

X

p q

I(x, y)x y

(2)

precision · recall
precision + recall
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, ȳ =
m00
m00

F0.5 = (1 + 0.52 ) ·
(3)

EVALUATION

We have implemented both skin segmentation algorithms
and both fingertip detection methods on a Samsung Galaxy
S II smartphone featuring a 1.2GHz dual-core processor,
1 GB of RAM and running Android 2.3. For the computer
vision parts (i.e. color conversion, histogram backprojection,
contour finding and moments calculation) we made use of
the C++ toolkit OpenCV [16] utilizing the Android Native
Development Kit. The built-in rear-facing camera of the
device is used for the video capturing with a frame resolution
of 320x240 pixels.
Six scenario videos were recorded to evaluate the pre-

precision · recall
0.52 · precision + recall

(4)

(5)

(6)

(7)

Recall points out how many of the skin elements within
the image are correctly classified as skin elements. Precision,
on the other hand, identifies how many of the pixels classified
as skin color elements really are skin color elements. Only if
both, recall and precision, return proper values, the fingertip
detection can succeed. Otherwise, either there would be too
few correctly detected skin color elements or too many wrong
detections in the background. Hence, F -score and F0.5 -score
are used to combine these two measures. If the recall value
is low the detected fingertip position may be inaccurate but
still on the user’s hand (assuming that the precision value
is high). However, if the precision value is low the detected
fingertip is likely to be at an erroneous position not related to
the user’s hand. Hence the F0.5 -score is used which weights

Figure 4: Evaluation results of three exemplary test videos (scene 3, 4 and 5). The horizontal bars show the
success of the tested methods over time for acceptance region R16 .
precision higher than recall. The success rate of the correct
fingertip detection strongly depends on the correct detection
of skin color elements. Misclassified non-skin elements can
lead to wrong fingertip position detections.
To evaluate the detected fingertip position over all video
frames the fingertip was annotated manually for each frame
(200 frames per scene). The Euclidean distance between the
annotated and the detected fingertip was calculated to measure the performance of each presented method. It has to
be considered that the ground truth position is error-prone
since the annotation is done by hand and the exact position
is vague to determine. Furthermore, the desired precision
depends on the field of application. Hence, two acceptance
regions around the annotated fingertip were defined to measure the accuracy of the detection approaches. We defined
the stricter acceptance region R8 with an Euclidean distance
of 8 pixels (2.5% of the frame width). If the calculated fingertip position is within this distance it is accepted as correctly detected. Acceptance region R16 is defined with an
Euclidean distance of 16 pixels (5% of the frame width).

5.

RESULTS

Figures 2 and 3 depict the results of the skin color detection. Detected skin regions are highlighted in pink color.
Additionally, the detected fingertips are marked as filled circles. The red circle represents the “highest point” approach
while the white circle represents the “mass center” approach
with the smaller white circle marking the mass center of the
skin region. One can see that the RGB thresholding approach misclassifies more pixel in the background than the
histogram backprojection approach, especially in scene 2, 4
and 5. On the other hand it returns robuster results for the
detection of the user’s hand, especially in the area of the
user’s fingernail.
In Table 1 the summarized results of the skin color detection over all six scenario frames are listed. for each mea-

sure are marked with bold numbers. One can see that the
RGB thresholding approach has a higher recall value with
0.86. However, the low precision value of 0.69 leads to lower
F -score and F0.5 -score compared to the histogram backprojection approach. Especially the higher F0.5 -score of 0.85 is
noticeable. The results confirm to the observations of Figures 2 and 3. While misclassifications in the background can
lead to wrong fingertip detections (eg. in scene 5), low recall
values only affect the accuracy of the detected fingertip position (see for example Figure 2(c)). The success rate for both
methods highly depends on the background within a scene.
For scenes with skin color like objects in the background
histogram backprojection usually performs better due to its
tighter color range. However, the approach fails if lighting
conditions are significantly changing.
Histogram
Backprojection
RGB
Thresholding

Recall

Precision

F -score

F0.5 -score

0.74

0.91

0.79

0.85

0.86

0.69

0.75

0.71

Table 1: Skin color evaluation results over all six
evaluated frames.
Figure 5 shows the overall error rate of the fingertip detection approaches over increasing acceptance thresholds with
marked acceptance regions R8 and R16 . The RGB thresholding approach performs best within acceptance region R8
for both fingertip detection approaches (“mass center” and
“highest point”). However, the curves flatten shortly after threshold 8. Thus, the histogram backprojection approach returns within acceptance region R16 . For acceptance thresholds higher than 16 results barely improve. Results of the skin color evaluation indicated a low recall value
for the histogram backprojection approach that may lead to
an inexact fingertip detection. These low recall values and

Figure 6 lead to an average frame rate of 17.4 fps (57.6ms per
frame) for histogram backprojection and 20.9 fps (47.9ms
per frame) for RGB thresholding. The runtime performance
of the presented methods strongly depends on the computation time of OpenCV’s native functions to grab a picture
from the camera. Due to auto brightness adjustments of
the camera the actual computation time varies according to
lighting conditions. Computation time for grabbing a frame
can therefore vary between about one and three milliseconds per frame. The color space conversion from RGB to
HSV with an average computation time of 9.3 milliseconds is
the main drawback in terms of runtime performance of the
histogram backprojection approach compared to the RGB
thresholding approach. Computation time for skin color
and fingertip detection can slightly vary depending on the
amount of skin color elements within the scene.

Figure 5: Error rates of the four presented methods
over increasing acceptance regions over all tested
videos.
classification problems at the user’s fingernail explain the
higher error rates at acceptance region R8 compared to the
RGB thresholding approach.
In Table 2 error rates for acceptance region R8 and R16
are listed, with for each acceptance region marked with bold
numbers. As already discovered in Figure 5, RGB thresholding with “highest point” fingertip detection performs best
for acceptance region R8 with an error rate of 0.27 while histogram backprojection with the “mass center” detection approach performs best for acceptance region R16 with an error
rate of 0.14. Figure 4 presents the content of three evaluated
videos, displaying every 25th video frame. The colored bars
below the frames show the success of the presented fingertip detection methods over time for acceptance region R16 .
The four presented methods perform well for scene 3 with
success error rates of 98% and 100%. In scene 4 the RGB
thresholding with “mass center” approach fails to correctly
detect the fingertip due to misclassified pixels in the lower
part of the background. The two “highest point” approaches
obviously fail when the hand is rotated. As already seen in
Figure 2(e) and 3(e) scene 5 suffers from skin color similar
objects in the background and therefore achieves low success
rates for all four approaches.
Hist.
Hist.
RGB
RGB

Backprojection (Mass Center)
Backprojection (Highest Point)
Thresholding (Mass Center)
Thresholding (Highest Point)

R8
0.34
0.41
0.31
0.27

R16
0.14
0.17
0.28
0.21

Table 2: Error rates of fingertip evaluation for acceptance regions R8 and R16 .
Figure 6 shows a performance comparison of the implemented approaches on a Samsung Galaxy S II. Values are
averages measured over a series of 2000 frames with constant lighting conditions. The implemented application is
single-threaded and therefore not optimized for the dual core
processor of the tested smartphone. The measured results in

Figure 6: Runtime performance of the evaluated
skin segmentation approaches on a Samsung Galaxy
S II.

6.

CONCLUSIONS

We presented our evaluation results of four visual fingertip detection approaches for smartphones. Two pixel-based
skin color detection approaches were tested to separate the
user’s hand from background. RGB thresholding uses a fixed
color region while the histogram backprojection approach
measures the user’s skin color in a preprocessing step under
actual illumination conditions. Subsequently the user’s fingertip position is searched on the contour of the largest skin
color region with two different approaches. The “highest
point” method defines the top-most point of the contour as
fingertip while the “mass center” approach searches for the
most distant point from the mass center of the skin region.
Which method will be more feasible for both skin color
detection and fingertip detection depends on the field of application. The simpler “highest point” approach is obviously
only applicable if the user’s finger is always extended upwards as seen for example in Figure 1(a). For complexer
applications the second approach will be better qualified.
The choice of the skin color detection approach depends on
the environment setup of the application. If constant illumination conditions during use can be guaranteed (i.e. for
indoor applications with artificial lighting) histogram back-

projection will be the better choice, especially if an accuracy
of about 5% of the framewidth is sufficient. However, the
required calibration phase for histogram backprojection is a
drawback in terms of usability compared to RGB thresholding which can be used on the fly.
Further, our results show that the presented approaches
allow for real-time computation on a state-of-the-art smartphone with measured frame rates over 15 fps (reaching up
to over 30 fps depending on the illumination conditions) and
thus facilitate interactive gesture-controlled mobile applications.
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